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Preface

The No Strings Attached Show was recently invited to the Cisco real world labs in 
Richfield, Ohio to get a behind the scene look at some new and exciting technology. Our 
primary discussions were focused on the Cisco Flexible Radio Assignment (FRA) solution.

We ensured that throughout the testing there were no ‘hidden commands’ or pre-
production hardware or software components being used. In short, we wanted to make 
sure that what we saw, you, the reader, could go get your hands on. We did not perform a 
write erase on the configuration prior to testing but have provided parts of the 
configuration online at https://NSAShow.com/FRA. 

In order to maintain testing integrity, the hosts of the No Strings Attached show were not 
financially compensated in any fashion for the authoring of this white-paper. Our travel and 
accommodations were covered by Cisco, and the No Strings Attached Show received 2x 
2802e Access Points with DART connectors to continue to do further testing with. These 
were divided equally between show hosts.
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Introduction
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Testing Goals

Wireless networks today are designed with capacity in mind, we generally don’t design for 
simple coverage anymore. This shift in design methodology has created a waste, if you 
will, of hardware or portions of hardware that are no longer utilized. We as architects 
create designs that attempt to steer clients to the 5GHz frequency band instead of the 
2.4GHz. The density of our designs regularly requires us to turn off some of those 2.4GHz 
radios because of the spectral capacity. What if there was a way to utilize both radios in an 
access point (AP) for 5GHz? Different vendors have had different solutions in the past and 
we want to talk about how Cisco is implementing their solution. 

Cisco, alongside their 2800 and 3800 Series Access Points, introduced a feature called 
Flexible Radio Assignment, or FRA. FRA provides for the ability to dynamically switch a 
2.4GHz radio to another 5GHz radio or another mode such as monitor mode (more modes 
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coming in the future) using RRM or static assignment. Our goal of this paper wasn’t to 
necessarily show the ability of RRM to switch radio modes or come up with a design guide 
book for how to build networks with FRA (both of which already exist). We wanted to do 
something that hadn’t been done before: max out the spectral capacity. Because of how 
RF works we know there is a max out that exists, but what is that max? Alongside that 
testing we wanted to look at what type of ROI could you achieve with an FRA solution 
when compared to deploying larger channel widths or more physical radios. The result of 
our testing answered a few questions that we didn’t even intend on answering and 
reinforced some of our assumptions we have been making for awhile. All of our papers we 
strive to ensure everyone can replicate on their own to form their own conclusions but this 
was a scenario that many may not be able to replicate - as we’ll talk about when we 
outline the test environment.
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Intro to Channels
2

 When we discuss FRA, there are several key concepts that we should make sure we 
review to make sure we’re all on the same page. Chiefest amongst those concepts is the 
idea of spectrum - more specifically channels within the spectrum. The space we’re 
discussing is broadly divided into two major chunks of spectrum, 2.4GHz and 5GHz. Each 
chunk of spectrum is functionally identical, but they have some key differences when it 
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comes to implementation and usage. I think of the available spectrum as a 36 lane road. 
Counting from the left (as lane 1), you have 25 lanes that are the size of ‘regular cars’. The 
lanes are paved with asphalt and are generally what you’d think of when you envision a 
freeway. Lanes lanes 26 through 36 are carved out of dirt roads and are about as narrow 
as a horse. These last lanes are the ones that are problematic in our world. When we try to 
drive our cars down these lanes (which many of us do on a regular basis), the first thing 
we have to contend with is the fact that our cars are much wider than your average horse - 
in this case, we can fit about 3 cars wide on roads that were originally meant to support 11 
horses wide. We call this problematic clump of lanes 2.4GHz. We can support fewer cars, 
the roads are bumpier with rocks and potholes, the occasional person still rides their horse 
down the road, and it’s easier to lose control when you’re doing 120 MPH (193 KPH for 
the metrically inclined). It should be easy to envision that these far right hand 11 lanes that 
support 3 cars max side by side makes it difficult for us to drive our shiny new sports car 
down. This is the key foundation on which this paper and FRA is based on. The 5GHz 
spectrum (the left 25 lanes) are paved, the lanes are designed to support our vehicles, and 
we generally have fewer obstructions (people with horses stay off of our roads).

When you’re buying tires for your car, you may have heard of Z rated tires - tires rated to 
‘go fast’. If you’re going to be driving your car on those dirt roads, the rating of the tire 
should match where you’ll be driving and how fast you expect to go. You wouldn’t buy a Z 
rated tire and put it on a Model A Ford, now would you? Conversely, you wouldn’t take a 
shiny new Corvette (or Viper) and try to drive it super fast down that dirt road either! 
Putting these two concepts together and you start to paint a pretty accurate picture of 
what our spectrum is and how we play in it.

The far right lanes are 2.4GHz and support:
• only 3 non-overlapping APs (3 cars wide)
• a ton of legacy devices (where else are you going to ride your horse?)
• is generally in a state of disrepair with non-802.11 devices (all those potholes and rocks)
• supports 802.11b (the Model A)
• supports 802.11g (a 1978 Lincoln Continental Mark V)
• supports 802.11n (a 2010 Camaro RS V6) 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The far left lanes are 5GHz and support:
• 25 channels - 20MHz wide (1 car wide), built for driving cars side by side on 
• Not a lot of legacy devices (these paved roads require Z rated tires)
• Is generally in good shape (this bit of road is where your tax dollars go to get repaved)
• supports 802.11n (a 2010 Camaro SS V8)
• supports 802.11ac (a 2016 Corvette)

While this analogy starts to fall apart shortly after we starting talking about cars, there is 
one more concept that requires a bit of a stretch of to pull off, but let’s talk about it 
anyway. When you consider passenger capacity, if you could get cars that were multiples 
of lanes wide, you could get 1 car that would fill 2, 4, or even 8 lanes wide. Those cars 
could carry twice as many passengers (per doubling) - or twice as many bits as you’d 
otherwise be able to carry. This brings up a lot of great questions - which is better, 28 
‘regular’ cars side by side (with three of those cars on terrible roads), 25 ‘regular’ cars side 
by side, 12 double width cars + 1 regular car, 6 quadruple width cars + 1 regular car, or 3 
cars 8 lanes wide? If the answer is 25 regular cars, and we draw the analogy that cars are 
APs & clients, and lane width is spectrum, can we operate 1 AP to occupy multiple lanes 
in an efficient fashion? Couple this with the fact that, in most deployments we end up 
disabling 2.4GHz radios for spectral efficiency, is it better to have 1 radio on and 1 radio 
off, or can we use that off radio in 5GHz where we may have plenty of space for it?

Those of you in other countries will notice that I’m taking a very US centric to the terms 
I’m using. The reader should understand that different countries have different limitations 
on the number of channels (lanes) that they can use. This will vary by regulatory domain 
and is ultimately up to whatever governing body allocates spectrum in your country. Here 
in the states, that’s the FCC. They ‘own’ the frequencies we are talking about, but they 
have allowed us to use them for whatever we want to do (within a certain set of 
guidelines). When the FCC (or your regulatory body) allocates a bit of spectrum for you to 
use, you usually have to pay for it. The AT&T, Verizon, and Sprints of the world pay 
handsomely to be able to use these spaces in the spectrum. We, the average Wi-Fi user, 
do not have to pay. Our regulatory body has ‘unlicensed’ these frequencies for us, while 
retaining ownership of them. It should be noted that your regulatory body ultimately owns 
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your frequency, not you - regardless of your ownership or occupancy of a given facility. 
Said differently, unless you have a formal exemption from the FCC, you have equal rights 
to the frequencies that we’re talking about as do your users, your business owners, the 
homeless guy across the street - you all can do whatever you want and you may not 
impose your will (from a spectrum perspective) on any one else. This helps us draw a very 
clear line from a federal perspective about who can use the frequencies. In short, we all 
can.

When we discuss spectral efficiency, we mean literally how efficient we can be with the 
limited spectrum we have available to us. This is commonly expressed in bits per hz in the 
licensed frequency space. Here we’ll be discussing it in Mb/sec per channel. As opposed 
to focusing on a maximum number per channel, we focused on baselining average 
performance that you could expect in an ideal situation and worked on seeing if we could 
achieve a spectral efficiency compared to 1 AP (or radio) to 1 client in a variety of 
configurations. Operating two 5GHz radios in a single AP is a challenge that several 
manufacturers have been unable to accomplish so we set out to determine if you could 
get the same performance between 2 APs, with 1 5GHz radio in each, as you could with a 
single AP, with 2 5GHz radios in a single AP (among other more outlandish 
configurations!).
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Spectral Capacity
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Once again we find ourselves at the Cisco RF Center of Excellence in Richfield, Ohio for 
this testing. In the past we have used this facility because of the number of clients for high 
density testing, this trip was different. For this paper we needed a space that we knew for 
a fact 5GHz neighboring networks was as close to none as possible. Because of the 
nature of this facility Cisco has worked closely with their neighbors managing their 
environment allowing us to temporarily move them off of 5GHz for the duration of our 
testing. This allowed us to have full control over the spectrum, something that is hard to 
replicate. To control the entire spectrum we used a mixture of 2800 and 3800 Series APs, 
placing 1 on each of the 25 allowed 5GHz channels. The mixture of APs did not impact the 
test because they are both 4x4:3 APs supporting the same maximum theoretical 
throughput. We didn’t only test 5GHz though, we decided we should baseline 2.4GHz as 
well to provide some data that reinforces why you should push towards using 5GHz 
capable devices. That said, 2.4GHz does provide capacity and should be utilized when 
and if possible. 

In order to utilize all 25 5GHz channels, including DFS channels, we had to rely on RRM 
and not statically assign channels. To ensure channels did not change during test we 
created AP Groups and RF Profiles for each channel, assigning a single AP to the group as 
needed to utilize the channel. As we progressed through 20, 40, 80 MHz wide channel 
testing we adjusted the RF Profiles channel width and center channel. Configuration and 
script samples can be seen online at https://NSAShow.com/FRA.

Prior to our arrival Cisco had already placed the 25 test APs in the following locations, 
these locations were selected to meet existing cable locations and physical separation. As 
we adjusted the channels for the various test scenarios we worked to ensure as much 
channel separation as possible between neighboring radios to reduce adjacent channel 
interference (ACI). During the test we controlled our cell edges as much as possible by 
using lower transmit power settings on the radios in conjunction with the physical 
separation. 

With our AP locations determined we switched focus towards figuring out what made 
sense for measuring success of the testing. We discussed multiple vs single clients and 
ultimately decided that a single client connected to each channel made the most logical 
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sense that would simulate a controlled test each iteration. As we went from 20MHz to 
40MHz to 80MHz we reduced the number of APs and client devices utilized to reduce the 
impact of clear channel assessment on the clients. We decided to set a target percentage 
of effectiveness we wanted to obtain by using FRA instead of physical radios. Our goal 
was to obtain around 75% efficiency using FRA compared to physical APs. With the target 
now set we laid out the various testing scenarios we needed to run through: 

• 2.4GHz - 3 APs and 3 clients
• 5GHz - 25 APs, 25 clients (20MHz channel widths)
• 5GHz - 13 APs, 13 clients (40MHz channel widths)
• 5GHz - 7 APs, 7 clients (80MHz channel widths)
• 5GHz FRA - 13 APs, 25 clients (20MHz channel widths with half the APs)
• 5GHz FRA - 7 APs, 14 clients (40MHz channel widths with half the APs)
• 5GHz FRA - 4 APs, 8 clients (80MHz channel widths with half the APs))
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Throughout all of the tests we had a 20MHz radio operating on Channel 165 due to how 
channel widths work in 5GHz.

In the following sections we’ll be discussing the results of those 7 scenarios we laid out. 
We decided to break the results out into Upload, Download, and Bi-Direction comparing 
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the non-FRA data with the FRA data. While performing the tests it was quite interesting 
looking at the spectrum data across all of the channels. We could clearly see the OFDM 
signature on all the channels.

While you may notice that some of the energy detected by our spectrum analyzer shows 
lower than others, it should be pointed out that the Spectrum Analyzer was centrally 
located in the deployment and couldn’t hear all of the APs evenly. This is the chiefest 
reason that you’ll see some waves in the spectrum waterfall views.

5GHz 80MHz Spectrum Usage Example
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Results Summary

During our testing we processed a lot of 
data to get 3 simple numbers: 98, 89, and 
77. These 3 numbers represent the 
efficiency percentage for 20MHz, 40MHz, 
and 80MHz respectively with two 5GHz 
radios in each AP. Our target efficiency 
was 75%, in all cases we met the target 
goal. By using FRA we were able to obtain 
nearly all the same performance as 
deploying 25 physical APs. The main chart 
above shows the bi-directional Ixia transfer 
data for each test scenario that we will 
break down further in the following 

sections. We chose to use the bi-
directional data as our data source 
because of the nature of typical 
transactions. Todays networks are 
comprised of bi-directional transactions, 
most networks don’t focus heavily on one 
particular direction. While doing our testing 
we did see an interesting significant 
difference between a pure up vs down 
which we’ll show again in each test 
section. Ultimately we were able to see our 
goal realized: FRA can be an efficient 
solution. The overall aggregate throughput 
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for each of the test scenarios can be seen in the following data table. Each of the following 
sections outlines the data in more detail. 

Each test scenario we ensured as clean of an environment as possible.
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Test Scenario Down (Mbps) Up (Mbps) Bi (Mbps)

2.4GHz 3 AP #1 249 426 361

2.4GHz 3 AP #2 249 441 362

5GHz 25 AP 20 MHz #1 3233 3713 3734

5GHz 25 AP 20 MHz #2 3253 3680 3630

5GHz 13 AP 40 MHz #1 2551 4655 4500

5GHz 13 AP 40 MHz #2 2552 4638 4500

5GHz 7 AP 80 MHz #1 2154 4381 4458

5GHz 7 AP 80 MHz #2 2170 4408 4539

FRA 13 AP 20 MHz #1 3245 3680 3626

FRA 13 AP 20 MHz #2 3240 3686 3613

FRA 7 AP 40 MHz #1 2529 4346 4032

FRA 7 AP 40 MHz #2 2539 4313 4016

FRA 4 AP 80 MHz #1 2056 2842 3466

FRA 4 AP 80 MHz #2 2098 2802 3472



5GHz Total Upload Throughput

We tried to create a similar spectrum capacity for each test scenario. While operating in 
20MHz channel widths this was an easy task, however, as we moved towards larger 
channel widths we needed to retain a single 20MHz channel (165) because of channel 
bonding allocations. We felt that it made more sense to include that 20MHz channel 
instead of removing it. We expected to see the large jump in throughput going from 
20MHz to 40MHz but what was interesting was the difference going from 40MHz to 
80MHz. Each time you double your channel width you increase the noise floor by 3dB, this 
increase in the noise floor makes it harder to obtain the higher MCS data rates to achieve 
the maximum theoretical PHY layer speeds. Each of our clients were setup to operate at 
the maximum MCS rates. We expected to still see a slight increase when going to 80MHz 
instead of the decrease that we saw.
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5GHz Total Download Throughput

While strict upload and download testing is far from what you’d see in the real world, we 
wanted to make sure we tested as many possible scenarios in the time allotted. We saw 
very similar efficiency numbers in our download only tests. You can clearly see from the 
charts that the FRA configuration allowed us to achieve almost 100% spectral efficiency in 
40MHz and we actually hit 100% efficiency in 20MHz - which as most WLAN designers 
will tell you, you should be using especially in Very High Density deployments such as 
auditoriums and stadiums. FRA efficiency in our download tests was able to not only meet 
our expectations, but in many cases surprised us all by handily exceeding them.

It should be reiterated that our focus here was on baselining performance for comparisons 
sake, not to try and drag race the AP. We did note a dip in the performance numbers on 
the downlink pages, but during the final hours of our visit we discovered an ethernet link 
issue on our performance testing server. Unfortunately due to timing issues we were 
unable to revisit this in a timely fashion, but we believe the comparative numbers are still a 
valid indicator of spectral efficiency.
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5GHz Total Bi-Directional Throughput

Because it’s unrealistic to expect a network to be 100% upload or download we decided 
to run bi-directional throughput tests and ultimately use that data as the values utilized for 
the efficiency. The bi-directional values represent more closely what we expected to see 
with 5GHz operations and doubling the channel widths. The one constant we always saw 
was that the benefits we expected to see going from 40MHz to 80MHz never materialized. 
We had to stop at 80MHz due to client support, if we had clients capable of supporting 
160MHz we certainly would have tested that, even though 160MHz should rarely be 
deployed in the real world.

One could postulate that we were running into uplink restrictions on the AP ports which 
resulted in the 80MHz performance that we saw. We had 10GbE links between the 
switches and the core as well as the core and the Ixia server. With multiple clients one 
could overrun the 1Gb ethernet link on the AP thus forcing the need for mGig, 
unfortunately we were unable to test this scenario.
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5GHz 3 Channel Comparison

We figured that while we were testing 5GHz spectral capacity it would make sense to run 
tests for 2.4GHz as well. Once we collected this data it made sense to run a similar test for 
5GHz as well to see if when operating in 20MHz channel widths 5GHz provided an 
increase in throughput if we only had 3 channels to utilize.
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FRA Scenarios
4

Now that we’ve run through the numbers, it’s time to talk implementations. First off, it 
should be noted that nothing in the FRA deployment technology replaces a site survey. 
Proper Wi-Fi design relative to your own unique risks and needs should always be 
considered. It should be noted that No Strings Attached Show long time friend Ekahau 
supports both predictive and AP on a Stick design for dual 5GHz operation. You should 
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always take care when designing your Wi-Fi network and understanding how not only 
FRA, but RRM functions is key to the success of any deployment.

If you peruse the FRA deployment guide, you’ll notice there is quite a bit of logic 
surrounding optimized roaming, especially as it pertains to the Micro/Macro cells and how 
clients are expected to be moving throughout your environment. We used this logic to our 
advantage several times throughout our testing including encouraging clients to connect 
to our second radio in a predictable fashion. Micro/Macro logic only applies to the ‘I’ 
model of AP where we have very controlled antenna patterns and predictable power 
levels. In short, don’t expect the optimized roaming logic to be the same for internal 
antenna model APs and external model APs. This is a significant departure from previous 
models of APs where you could expect functional equivalency between internal versus 
external models if you used antennas that matched the antenna characteristic between 
models. When operating in the Macro/Micro function the AP uses fast roaming transitions 
as well as probe suppression to roam clients from the Macro to the Micro sell. Clients will 
always associate to the Macro cell first before roaming to the Micro cell. With the “E” 
model APs there is no concept of the Micro cell, you have to independent Macro cell.

With that in mind, as you’re choosing which APs to use in your environment, if you’re 
looking for the predictable Macro/Micro deployment functionality such as in an traditional 
carpeted office environment, make sure you get the internal antenna model of AP. These 
are purpose designed for ceiling mount, outer/inner cells - like concentric rings that 
encourage closer clients to be clustered together on the Micro (inner) cell) where they will 
have a better chance of equally benefitting from each other presence. Remember that Wi-
Fi is a shared medium so when you have slow clients in your cell, all clients have to wait 
for that 1 slow client to finish talking before they get a chance at the airtime. The theory is, 
if you keep the slow clients together and the fast clients together, you can optimize overall 
AP performance. Of course, all of this is tunable so if you feel like the defaults aren’t for 
you, you can tweak this to your hearts content.

When you have a need for dual 5GHz, but you’re not worried about tuning roaming 
beyond what you already get when you have multiple 5GHz APs, you’re going to want to 
make sure you look at the external antenna mode of AP. This will give you 4x RP-TNC 
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connectors for any of your existing dual-frequency antennas as well as a DART connector 
that you can feed to a separate set of antennas to operate your second 5GHz radio. This 
is going to be ideal for your typical manufacturing/warehousing environment or in an 
auditorium style of deployment where your density of 5GHz radios is key to supporting 
your particular deployment requirements.

While FRA can be enabled in a recommendation mode, there are obviously going to be a 
significant number of concepts and tuning parameters that you should be aware of 
including AP Group nuances, Coverage Overlap Factor, sensitivity and interval options, 
and of course the ability to revert changes that were automatically made. We wanted to 
keep this white paper to the facts and not turn it into a configuration guide per-say. We will 
be posting additional resources on the website at https://NSAShow.com/FRA to include 
additional offline reading that is relevant to the nuts and bolts of how to configure and tune 
FRA.

After our testing we were given the chance to discuss some real-world deployments with 
some folks who were running FRA in the wild. We focused on two specific use cases that 
we felt were representative of some of the most common scenarios.

We had an opportunity to get some real world feedback from Luke Jenkins who runs a 
large wireless network at an educational facility with 
approximately 160 3802’s. We got great exposure to 
what FRA will do in a controlled environment under 
best-case scenarios, but of course all of that means 
nothing if it doesn’t behave well in the real world. Luke 
gave us insight into his deployment which was 
originally based on the AP3700 design. As an early 
adopter of FRA, Luke started out in monitor only mode 
(which tells the WLC to suggest changes, but not 
actually make them). This gave him a controlled way to 
understand how the system was going to behave once 
he handed the reigns over to RRM completely - which 
he did shortly into the deployment. With a typically 
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dense deployment commonly found in education, he was quite used to disabling 2.4GHz 
radios in order to meet his RF health requirements. With FRA, Luke was able to start 
leveraging those disabled radios as 5GHz radios to increase capacity in his network at no 
additional cost.

During our interview with Luke, several things stood out as being notable. As we 
discussed his deployment specifics, I picked out a handful that of quotes seem to 
highlight his overall experience including, “Being able to have the APs dynamically turn on 
and off to dual 5 is going to save me a lot of time from having doing that manually”. When 
we were discussing tuning of existing networks, where up to 1/2 of his radios could be 
disabled, Luke stated that he was spending “many hours per floor of looking at neighbor 
lists…looking at channel reuse of APs…this (FRA) is a big timesaver and it’s dynamic.”
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While Luke gave us great insights in a typical FRA deployment scenario we wanted to also 
get some feedback on unique FRA deployment scenarios. Cisco was able to get us touch 
with Fred Leslie at Brunswick. Fred was designing for a warehouse, but not your typical 
warehouse. His warehouse shelves are enclosed shelves which caused heavy attenuation 
of the RF signals. Fred looked back to a design we typically don’t see anymore simply due 
to the cost restraints of deploying it. His solution involved utilizing the end walls of the 
warehouse for mounting locations with high gain directional antennas shooting down the 
warehouse rows. Their warehouse has roughly 30 rows, in a non-FRA design we would be 
required to purchase 30 APs to provide the coverage needed. For Brunswick they are able 
to take full advantage of the FRA solution because their deployment design was for 5GHz 
as they were leaving a legacy 2.4GHz system in place. The solution Brunswick put in place 
was to utilize the DART connector on the 3802e AP. By deploying using the external 
antenna model and the DART connector Brunswick was able to deploy half the number of 
physical APs. Even with factoring in the 
cost of low loss RF cables the solution still 
provided a better ROI. Brunswick also 
looked at their manufacturing facility to see 
how they could utilize dual external 
antennas servicing two different physical 
areas. In the manufacturing areas the 
physical AP was installed in between two 
external antennas spaced 40’ from the AP 
in opposite directions. In the past when we 
have seen this done we know it’ll fail 
because the technology was not intended 
to be used this way, with FRA this is a very 
valid deployment scenario we expect to 
see and utilize in designs.
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Closing Thoughts
5

When we first sat down at Cisco Live Las Vegas 
2016 to discuss what our next test should be 
many topics came up like mGig and 2800/3800 
capacity but Sam presented an idea that we all 
thought hadn’t be done before: maxing out the 
spectrum. Sam presented the idea of putting an 
AP on all the channels and seeing what can the 
spectrum really do. This is what became the base 
of this testing. Our first thoughts were can we 
really make this happen? Can we really get 25 APs 
and push the 5GHz spectrum to the max? When 
we left Ohio we felt as though we truly did push 
the spectrum to the max. We ran through 
numerous test scenarios collecting a lot of data for 
those three simple values: 98%, 89%, and 77%. 
Comparing FRA to non-FRA we were elated to see the efficiencies we did. Working for 
VARs we both hear about products very early on in their development stages and we 
sometimes develop opinions very early of solutions. With FRA it seemed like a logical 
solution to a problem we face today: efficiently and economically design for capacity. An 
AP has the cost associated with it as a product but also the costs associated to 
installation such as mounting and cabling. As we talked with the customers willing to 
share their thoughts with us it became apparent that the ROI was better utilizing FRA. In 
Brunswick’s example even with the additional costs of low loss cabling attaching the 
remote antennas to the DART connector was lower than purchasing another physical AP 
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and disabling the 2.4GHz radios. In auditorium and lecture space asking customers to 
disable a radio when they’ve purchased two is tough call to have. By allowing FRA to 
assist in switching a 2.4GHz radio to another 5GHz radio for additional capacity if the 
spectrum allows it is a no brainer. We expect to see many more software controlled radios 
in APs over the next few model releases for all vendors, Cisco has simply taken the lead 
with their 2800 & 3800 Series APs.

Ultimately what makes Cisco’s dual-5Ghz capabilities so unique? It all comes down to 
three major components that are only really possible with custom silicon and design. 
Cisco clearly devoted a tremendous amount of effort to get great isolation between the 
second set of 5GHz antennas on the 2802i and 3802i. They accomplish this by creating 
spacing between the elements and a modification of the antenna polarization to prevent 
the two sets of antennas from fighting with each other. This, coupled with RRMs always 
creating at least 100MHz of channel spacing between the two radios and power levels on 
the micro cell being unadjustable (always minimum) create a scenario where operating two 
radios in such close proximity to each other is not only technically possible, but the 
performance out of them is far greater than we were hoping to see.

Blake’s Thoughts

For me the FRA solution is something we have been asking for at all partner meetings for 
the past few years. It’s something that seems so simple but yet is so complex to design 
and build. As with anything there are certainly some growing pains and you need to do 
your testing to verify the solution works. I look at FRA the same way I look at RRM: you 
need to tune it to build the network you designed. If you simply turn it on and set it free 
your results will be mixed. Take the time to read the guides people like Jim Florwick have 
wrote to ensure you understand what is happening. Then when you have FRA resemble 
the network you want, freeze it. Let FRA help you determine your coverage overlap factor 
and make changes to the radio modes but then lock it down so it doesn’t change. Unless 
you have an AP outage these roles really shouldn’t change. I see no reason not to deploy 
2800 & 3800 Series APs today and certainly have been recommending using them with 
the usual caveats about proper design.
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Sam’s Thoughts

Working in the unlicensed space has always presented some interesting challenges 
around capacity - namely due to the shared medium nature of Wi-Fi. Grappling with the 
concept of 'There is such a thing as too many radios' is difficult for people to understand 
in a world where more is usually better. FRA allows us to balance out assets to where we 
need the capacity. While not a new concept, Cisco's implementation gives us a highly 
flexible, yet automated way to take advantage of our spectral capacity when and where 
we need it. Dual 5GHz radios is neat, but automatically switching frequency based on load 
takes RRM to the next level. I'm excited to see what else Cisco comes up with in the 
future around radio roles. If you're not leveraging dual 5GHz today, you're likely wasting 
precious spectrum by overloading 2.4GHz - this is something that Wireless LAN designers 
have struggled with since the days of 'I need the fastest everywhere'. More cars on the 
freeway doesn't mean we go faster. Stop that and get into a solution that offers capacity 
when and where you need it.
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